
CADE 24
24th International Conference on Automated Deduction

Lake Placid, New York (USA)
9-14 June 2013

ARSEC 2013
1st International Workshop on Automated Reasoning in Security and

Software Verification
9 June 2013

Proceedings



ARSEC Program Committee

Alessandro Armando Università di Genova
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Solving negative intruder constraints
Application to services composition with non-disclosure policies

T. Avanesov, Y. Chevalier, M. Rusinowitch, M. Turuani

Negative intruder constraints. Intruder constraints express the (minimum) set of
deductions or operations that a Dolev-Yao intruder should perform to acquire knowledge
and possibly interact with other agents to lead a protocol or a Web service session to
some insecure state occurring in a given trace. By exploring all elementary traces, several
analysis tools can check whether the union of intruder constraints generated along these
traces is consistent with the negation of some specified security properties (also expressed
by constraints). If this is the case the intruder will be capable of invalidating one of the
security properties at some state. Until now, intruder constraints considered in Cl-Atse
[4] and all related tools were limited to positive constraints. However negative intruder
constraints give more flexibility to explore the set of possible attacks. For instance, with
negative intruder constraints we can rule out certain attacks where the intruder would exploit
some data (e.g. because (s)he would get detected for some external reason) and focus the
search on alternative attacks. Moreover negative intruder constraints allows one to specify
non-disclosure policies on Web services as explained below. We have recently shown in [2]
how to solve a combination of negative and positive intruder constraints modulo subterm
convergent theories.

Application to services composition with non-disclosure policies. Trust and se-
curity management in distributed frameworks is known to be a non-trivial critical issue. It
is particularly challenging in Service Oriented Architecture where services can be discovered
and composed in a dynamic way. We have demonstrated in previous work [1] that functional
agility can be achieved for services with a message-level security policy by providing an
automated service synthesis algorithm constructing a mediator that may adapt, compose
and analyze messages exchanged between client services and have the functionalities specified
by a goal service. This method is complete, but only as long as the policies do not concern
the synthesized service or the eligibility of the communication participants.However, an
organisation may not be trusted to efficiently protect the customer’s data against attackers
even though it is well-meaning. In this case one would like to specify, as an effective protection
policy, that the mediator (synthesized to interact with this organization) should not have a
direct access to her private data. Also in some applications one would like to specify that the
mediator enforces dynamic separation of duty, i.e., restrictions on the possible participants
at some step of a protocol or a business process. The non-deducibility constraints help to
express in a simple way such types of policies.

Our contribution. We propose here to solve during the automated synthesis of the
mediator both deducibility and non-deducibility constraints. The former are employed to
specify a mediator that satisfies the functional requirements and the security policy on
the messages exchanged by the participants whereas the latter are employed to enforce a
security policy on the mediator and the participants to the orchestration. Full details can
be found in [2]. Related models [3] exists for trust, without the automatic orchestration of
security services with policies altogether. To reach our goal, we extend the constraints in the
formalism to include non-deducibility constraints in the specification of the mediator and
provide a decision procedure synthesizing a mediator for the resulting constraint systems. It
has been implemented as an extension of CL-AtSe [4] for the Dolev-Yao deduction system.

Example. Suppose our goal is to synthesize a mediator that selects two bank clerks
satisfying a Separation of Duty property, querry them securely for expertises over a client’s
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Clerk’s (A) communications:1

∗ ⇒ A : request.M
A ⇒ M : g(A).pk (A)
M ⇒ A : {Amnt.C.K}pk(A)

A ⇒ M : m1(A,RespA,K,C,Amnt)

Non-disclosure constraints:

(1) M cannot deduce the last message before
it is sent by A.

(2) M cannot deduce g(A) before the second
message is sent by A.

Fig. 1. Clerk’s communications and non-disclosure
constraints

Client’s (C) communications:1

C ⇒ M : {g(C).loan.P}siginv(pk(C))

M ⇒ C : A.B
C ⇒ M : m2(A,Amnt).m2(B,Amnt)
M ⇒ C : m3(A,Ra).m3(B,Rb)
C ⇒ P : m4(pk (P ) , A,B,Ra, Rb)

Non-disclosure constraints:

(1) M cannot deduce the amount Amnt.
(2) M cannot deduce A’s decision Ra.
(3) M cannot deduce B’s decision Rb.

Fig. 2. Client’s communications, and non-disclosure
constraints

request for a loan, and guaranty non-leaking of client’s privacy even for himself. Data are
represented by first-order terms, with symmetric and assymetric encryptions, signature and
pairing (pair). inv (k) is the private key associated to k, and the binary symbol rel expresses
that two agents are related. A unary symbol g is employed to designate participants identity
in the “relatives” database, which contains facts of the form rel(g(a), g(b)).

The Fig. 1 and 2 shows the sequence of protected messages each service is willing to follow
during the orchestration, plus their security policies.

We have employed the following abbreviations for messages:




m1(A,Resp,K,Ct, S) = {h(A.S.Ct.Resp)}siginv(pk(A)) .{|Resp|}K
m2(A,S) = {S.C.Nk}pk(A)

m3(A,R) = m1(A,R,Nk, C,Amnt)
m4(K0, A,B,R1, R2) = {Amnt.C.A.R1.B.R2}K0

.m3(A,R1).m3(B,R2)
Synthetically, client C declares his intention to mediator M , who sends back the names

of two clerks A and B to evaluate his request. The client then sends encrypted expertise
requests (Nk is for encrypting decisions). Then the mediator furnishes the decisions of
clerks, each encrypted with the proposed key Nk, plus signatures. Finally, the client uses
these tokens to ask his loan. Symetrically, clerk A receives a request to participate. If he
accepts, he returns his identity and public key and receives the client’s request for a loan to
evaluate. Then he sends back his decision. The clerk’s and client’s non-disclosure policy are
self-explanatory. In particular, the clerk A can be used by the mediator only if the constraint
\g(A) is satisfied, showing that A is not a relative with any other actor of the protocol, as
client and the other clerk (second non-disclosure constraint of Fig. 1).

In contrast with other services, the goal service is only described in terms of possible oper-
ations and available initial data. (i) Initial data: his own private/public keys; public keys of
potential partners (e.g. pk (P )); and the relational database rel(g(a), g(c)), rel(g(b), g(c)), . . .
to be checked against conflict of interests. (ii) Deduction rules: Possible operations on mes-
sages are modeled by the standard Dolev-Yao deduction system for symmetric/assymetric
encryption, signature and pairing, but augmented with two rules for querying the relational
database: x, rel(x, y)→ y and y, rel(x, y)→ x.

To communicate with the services, a mediator must satisfy a sequence of constraints
expressing that: (i) each message expected by a service can be deduced from all the previously
sent messages plus initial knowledge; and (ii) each message that should not be known or
disclosed (called negative constraint) is not deducible. The orchestration problem consists
in finding a satisfying interleaving. If it exists, our procedure outputs a solution which can
be translated automatically into a mediator. For instance, clerk’s and client’s constraints
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extracted from Fig. 1 and Fig. 2 are:




Client(C)
∆
= !M {g(C).loan.P}siginv(KC) ?MA.B !Mm2(A,Amnt).m2(B,Amnt)

?Mm3(A,Ra).m3(B,Rb) \MAmnt \MRA \MRB

!Pm4(pk (P ) , A,B,Ra, Rb)

Clerk(A)
∆
= ?request.M \Mg(A) !Mg(A).pk (A) ?M {Amnt.C.K}pk(A)

\Mm1(A,RespA,K,C,Amnt) !Mm1(A,RespA,K,C,Amnt)
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A Verified Algorithm for Detecting Conflicts in

XACML Access Control Rules

Michel St-Martin1 and Amy P. Felty1,2
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Abstract

We describe the formalization of a correctness proof for a conflict detection algorithm
for XACML (eXtensible Access Control Markup Language). XACML is a standardized
declarative access control policy language that is increasingly used in industry. In practice
it is common for rule sets to grow large, and contain unintended errors, often due to con-
flicting rules. A conflict occurs in a policy when one rule permits a request and another
denies that same request. Such errors can lead to serious risks involving both allowing
access to an unauthorized user as well as denying access to someone who needs it. Remov-
ing conflicts is thus an important aspect of debugging policies, and the use of a verified
algorithm provides the highest assurance in a domain where security is important. In this
paper, we extend our previous work on verification of conflict detection for Cisco firewall
rules. We focus on several XACML constructs, the most complex of which are used for
expressing time constraints. XACML is a significantly more expressive language than the
one used to express firewall rules in Cisco products, and time constraints provide a good
illustration of that expressive power. We propose an algorithm to find conflicts and then
use the Coq Proof Assistant to prove the algorithm correct. We develop a library of tactics
to help automate the proof.

1 Introduction

XACML (eXtensible Access Control Markup Language) [7] is a policy specification language
that allows policies to be defined in a wide variety of domains. It is an OASIS [6] standard
that is becoming more and more widely used, especially in recent years. Its expressive power
allows access control policies to strike a balance between secure and flexible access; they must
prevent access when there is a security risk and allow access when required, such as in a medical
emergency when a doctor needs immediate access to medical records.

We present an algorithm for detecting conflicts in XACML, and implement it and prove its
correctness in the Coq Proof Assistant [1, 3]. This paper presents work in progress. We do not
cover all of XACML here, but do cover a significant sublanguage of XACML 2.0 [7]. The main
restriction is that we do not cover all of the XACML’s defined functions. This work extends the
second author’s work (with others) [2] on detecting conflicts in Cisco firewall rules, and reports
on and extends the work in the first author’s thesis [8]. Conflict detection is considerably more
complex in XACML. The statement of correctness and its proof require considering a large
number of cases, including many “corner cases” that were difficult to get right. In order to
handle the added complexity, the work involved significant effort in automating proofs using
Coq’s Ltac facility [3]. This automation helped to both simplify the proofs and shorten the
proof text.

In the next section (Section 2), we present the encoding of policies and requests in Coq. In
Section 3, we present the conflict detection algorithm, and in Section 4, we briefly discuss its
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Detecting Conflicts in XACML St-Martin & Felty

proof of correctness and the role of automation in this proof. We conclude and discuss related
and future work in Section 5.

In the Coq code presented below, Prop is Coq’s built-in type of propositions, while bool is
in Set and is Coq’s boolean datatype; the latter is used in the conflict detection program. We
use Coq’s built-in lists and integers. The :: operator is an infix cons operator on lists, while
++ is infix append. We use both Coq’s comparison operators on integers, such as =, <, <=, etc.,
and their boolean counterparts, whose names end in “b”. For example, (i<j) is in Prop, while
(i <b j) is in bool. The connectives /\ \/, and ~ are used to construct propositions, while
&&, ||, and negb are the corresponding boolean operators. The files of the Coq formalization
are available at www.eecs.uottawa.ca/~afelty/arsec13/.

2 XACML Policies and their Encoding in Coq

A rule is made up of a target, an optional condition, and an effect that indicates whether the
rule will permit or deny access. A target groups together the subject, resource, and action
components of a rule. Subjects, resources, and actions are restricted to a particular set of
attributes, while conditions are more general. We present the subset of XACML we consider
via an example policy encoded in Coq. Consider a policy for students to access computing
and research laboratories at a university. We assume there are undergraduate and graduate
computing laboratories where students work on their course work, and some number of research
laboratories that each have graduate students assigned to them. We initially include the follow-
ing rules: (1) anyone is allowed (undergraduates, graduate students, and professors) to enter
the undergraduate computing laboratory during its opening hours, (2) graduate students and
professors are allowed to enter the graduate computing laboratory during its opening hours, (3)
the student with ID number 123 is allowed to enter the Formal Methods Research Lab during
its opening hours, and (4) the student with ID number 456 is allowed to enter the AI Research
Lab during its opening hours. We give the Coq definition of a rule first and then fill in the
details.

Record rule: Set := ruleCons {eff: effect; subjects: list srac; resources: list srac;

actions: list srac; conditions: list srac; }.

Inductive effect: Set := permit | deny.

A rule is a Coq record with 5 fields, whose names and types are specified. The first field has type
effect, defined as an enumerated type with two elements via a Coq inductive definition. The
remaining 4 fields contain lists of elements of type srac, which stands for “subject-resource-
action-condition” since all of these elements use the same representation.

We present Coq code for rules (2) and (3) above before filling in the definitions of srac and
other missing details.

Definition Rule2 := ruleCons permit

(Grads++Professors) (GradLab::nil) (Enter::nil) (GlabHours::nil).

Definition Rule3 := ruleCons permit

(G123::nil) (FMLab::nil) (Enter::nil) (FMlabHours::nil).

In the first rule, for example, the second argument to ruleCons is a list of subjects obtained by
concatenating two lists, and the other elements of type list srac are all singleton lists. The
subset of XACML functions we consider is defined by the following inductive definition:

Inductive srac : Set :=

| any : srac | intEq : iValue -> srac

| intGt : iValue -> srac | timeGe : tValue -> srac

| timeLt : tValue -> srac | timeInRange : tValue -> tValue -> srac.

2
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Detecting Conflicts in XACML St-Martin & Felty

The first function any represents an empty subject, resource, action, or condition, while the
second is used to encode both XACML string equality and integer equality functions. (For
simplicity, we encode general strings via integers.) For example, we have:

Inductive iValue: Set := intValue : Z -> iValue.

Definition G123:srac := (intEq (intValue 123)). Definition G456:srac := ...

Definition Grads:list srac := (G123::G456::...::nil).

The type iValue, defined to represent integer attribute values, is used in rules and requests.
Most of the XACML functions occurring in the above 2 rules are strings encoded as integers
using intEq, including all the students (such as G123 above) and professors, the labs, and the
actions such as Enter. The only other XACML functions occurring in this example are those
in the definitions of GlabHours and FMlabHours, which use timeInRange which appears as the
last clause of the definition of srac. This clause and the two preceding it use the following
encoding of time.

Definition MAX := 86400. Definition Z’ := {z:Z | 0 <= z < MAX}.

Inductive tValue: Set := timeValue : Z’ -> tValue.

Lemma ThreeAm_rc : 0 <= 10800 < MAX.

Definition ThreeAm:tValue := timeValue (exist _ 10800 ThreeAm_rc).

Definition GlabHours:srac := timeInRange FourAm ThreeAm.

Definition FMlabHours:srac := timeInRange SixAm ElevenPm.

The type Z’ encodes the subset of the integers that represent time, restricting time values to be
between 0 and the number of seconds in 24 hours, and the special type tValue is used for time
values appearing in rules and requests. Elements of this dependent type are a pair containing
an integer and a proof that the integer is in the restricted range. The above example illustrates
this representation for 3am. For any z in the range 0 ≤ z < MAX , we write z′ to denote its
corresponding value in Z’. For example, we write 10800′ to denote ThreeAM. Other times are
encoded similarly.

Note that in the time range GlabHours, the starting time is smaller than the ending time.
The meaning is the range between 4am one day and 3am the next. Here, we are assuming
that students can access the room anytime, except when it is closed for cleaning during the
hour between 3am and 4am. This example provides a glimpse at the complexity of handling
time ranges in policy rules. Determining if two rules conflict involves determining if there is
any overlap in their time ranges, which involves considering both time ranges that fall within
a single 24 hour period, and time ranges that “wrap around” midnight.

Suppose that student 123 has violated some university rule, and as a result is no longer
allowed to enter research labs after 5pm. We add the following rule (and associated definitions).

Definition Violations := (G123::nil). Definition After5PM:srac := timeGe FivePm.

Definition Rule5 := ruleCons deny Violations (any::nil) (Enter::nil) (After5PM::nil).

Note that this rule introduces some conflicts due to intersecting time ranges. Since the resource
component of rule (5) is any, this rule applies to all labs. There is a conflict with rule (3), for
instance, since student 123 is allowed and denied access to the FM lab during the hours between
5pm and 11pm. There is also a conflict with rule (2) from 5pm to midnight. Determining
intersecting time ranges is, of course, a crucial component of our conflict detection algorithm.

A policy is a set of rules, represented here using Coq lists. In practice policies are used to
evaluate requests. Here, we will restrict requests to contain 4 attribute/value pairs, one in each
category: subject, resource, action, and condition. To illustrate, suppose student 456 wants to

3
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Detecting Conflicts in XACML St-Martin & Felty

Definition case1’ (s1 e1 s2 e2: Z): bool := (s1 <=b e2 - MAX) && (e2 - MAX <=b e1).

Definition case2’ (s1 e1 s2 e2: Z): bool := (s1 <=b e2) && (e2 <=b e1) && (s1 <=b s2).

Definition case3’ (s1 e1 s2 e2: Z): bool := (s1 <=b s2) && (s2 <=b e1) && (e1 <=b e2).

Definition case4’ (s1 e1 s2 e2: Z): bool := e1 <=b e2 - MAX.

Definition allCases (s1 e1 s2 e2: Z) : bool := (case1’ s1 e1 s2 e2) ||

(case2’ s1 e1 s2 e2) || (case3’ s1 e1 s2 e2) || (case4’ s1 e1 s2 e2).

Definition e’2e : Z -> Z -> Z := fun s e’ => if (s <=b e’) then e’ else e’ + MAX.

Definition sracCheck: srac -> srac -> bool := fun sr1 sr2 =>

match sr1 with

| any => match sr2 with | timeLt (timeValue e2) => (0 <b e2) | _ => true end

| intEq (intValue s1) => match sr2 with

| intEq (intValue s2) => s1 =b s2 | intGt (intValue s2) => s2 <b s1 ... end

| timeInRange (timeValue s1) (timeValue e1’) => match sr2 with

| timeInRange (timeValue s2) (timeValue e2’) =>

if (s1 <=b s2) then allCases s1 (e’2e s1 e1’) s2 (e’2e s2 e2’)

else allCases s2 (e’2e s2 e2’) s1 (e’2e s1 e1’) ... end

... end.

Figure 1: Detecting Overlap in Rule Components

enter the graduate lab at 3pm. The encoding in Coq of requests in general and this specific
example is as follows.

Inductive reqValue: Set :=

| timeReq : tValue -> reqValue | intReq : iValue -> reqValue.

Record request: Set := requestCons {

subj:reqValue; res:reqValue; acti:reqValue; cond:reqValue }.

Definition G456R: reqValue := intReq (intValue 456).

Definition GradLabR: reqValue := intReq (intValue 2).

Definition EnterR: reqValue := intReq (intValue 0).

Definition ThreePmR: reqValue := timeReq ThreePm.

Definition Request1 := requestCons G456R GradLabR EnterR ThreePmR.

3 Detecting Conflicts in Policy Rules

Consider the conflict mentioned above between rules (3) and (5): student 123 is allowed and
denied access to the FM lab during the hours between 5pm and 11pm. There is a conflict
because all fields of both rules “overlap”. The subject and action fields are exactly the same.
The resource (the FM lab) in rule (3) is one of several labs covered by rule (5), and there is
overlap in the two time ranges in the conditions of these rules (the first covers 6am-11pm, and
the second covers 5pm to midnight). The key to the algorithm is correctly defining this overlap.
Figure 1 defines the main function sracCheck, which detects overlap between 2 elements of type
srac. This function must consider every case of each argument. Since srac has 6 constructors,
there are many cases. The definition combines several of them, but still has 25 distinct cases.
Only a small number are presented in the figure and explained below.

4
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Detecting Conflicts in XACML St-Martin & Felty

Figure 2: Illustration of Time Range Intersection Possibilities

The most complex case is when both arguments are time ranges, i.e., the first has
the form (timeInRange (timeValue s1) (timeValue e1’)) and the second has the form
(timeInRange (timeValue s2) (timeValue e2’)). We will write these ranges as [s1, e

′
1] and

[s2, e
′
2] for the sake of this discussion, where s and e′ (possibly subscripted) denote the start

and end points of a time range. We use the convention that whenever [s, e′] is a “wrap-around”
time range (i.e., s > e′ such as in our example GlabHours in the previous section), we write e
to denote the value e′ + MAX . This value is outside our allowed time values, but is used in
situations where we want to force the end point of a time range to be greater than the start
point. The function e’2e in Figure 1 performs this operation. In general, we say that a range
[s, e] is normalized when wrap-around time ranges have been adjusted in this way. Without
loss of generality, we assume that s1 ≤ s2 and illustrate all possible ways in which the two
time ranges can intersect in Figure 2. This chart is separated into 12 parts (by the thick lines),
each of which separated into four (by the narrow lines). In each part (of 12), the upper left
box represents the first range, in which the dot represents s1 and the bar represents e′1. Sim-
ilarly, the lower left box contains s2 and e′2 . Each of the 12 sections represents a particular
ordering on these four values. This ordering is shown by the order of the dots and bars. The
closer they are to the left side, the smaller their value. For example, in the first box, we have
s1 ≤ e′1 < s2 ≤ e′2. The thicker bars between the ranges represent the intersection. In the right
half of each part, we have numbers (or lack of one). These numbers represent how the ranges
intersect, defined by the 4 Coq definitions at the top of Figure 1. Should there be a number in
the right half of any part of the chart, then the corresponding case holds (for that particular
ordering). Each case has a range in its definition which corresponds to the intersection between
the two time ranges. In the four cases, we assume that the ranges are already normalized. For
example, case1’ holds if and only if we are in the three parts marked “1” in the chart. The
distinguishing feature of these three boxes in the figure is that the range [s1, e

′
2] is part (or all)

of the intersection of the two time ranges. Note that in the definition of sracCheck, when both
arguments sr1 and sr2 are time ranges, the function uses allCases to check whether or not
any of the 4 cases hold, indicating that there is some intersection. We do not discuss all 12
possibilities in the figure and their correspondence to the Coq definitions of the 4 cases, but
instead note that the soundness and completeness proofs verify that we have correctly covered
all cases.

Notice that valid times include value 0, and thus it is possible to express the time constraint
(timeLt (timeValue 0′)). This is an empty constraint, and has no intersection with any time

5
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Detecting Conflicts in XACML St-Martin & Felty

listListCheck: list srac -> list srac -> bool.

Definition conflict_check: rule -> rule -> bool := fun rl1 rl2 =>

match rl1 with (ruleCons e1 s1 r1 a1 c1) =>

match rl2 with (ruleCons e2 s2 r2 a2 c2) => effectDiff e1 e2 &&

listListCheck s1 s2 && listListCheck r1 r2 &&

listListCheck a1 a2 && listListCheck c1 c2 end end.

find_conflicts: list rule -> list (nat*nat).

Figure 3: Details of Conflict Detection Program

range, which is the reason for the check (0 <b e2) in the case when sr1 is any and sr2 is
(timeLt (timeValue e2)). This is a corner case we initially got wrong in our original proof.
The value any intersects with all other time ranges and integer values. This test is also required
in the case when sr1 is a time range (not shown).

For the cases when sr1 is (intEq (intValue s1)), first consider the simple case when sr2

has the same form: (intEq (intValue s2)). There is overlap exactly when these two values
are the same. In the case when sr2 is (intGt (intValue s2)), then there is overlap with
value s1 if and only if s1 is greater than s2.

An overview of the rest of the definition of conflict detection is found in Figure 3.
The conflict check function checks whether or not two rules intersect. In this function,
effectDiff (whose definition is omitted) is called to see if one of e1 and e2 is deny and the
other is permit. The function listListCheck is omitted (only the type is given). This function
is called in conflict check on the other components of the rule to check if each pair of lists
overlaps. It does so by calling sracCheck in Figure 1 on each pair of type srac, one from
the first list and one from the second. For example, the resource lists of two rules, r1 and r2,
overlap if at least one of the resources from r1 overlaps with one from r2.

This algorithm handles the full generality of XACML subjects, resources, and actions, but
not conditions. In XACML, for a rule to apply, all conditions must apply, which means that
in order for two rules with conditions to conflict, there must be overlap in all conditions.
Our algorithm correctly handles the restriction of XACML to just one condition in each rule.
Extending our algorithm to handle the full expressive power of conditions is the subject of
current work.

To detect if two rules conflict, we go through the policy, represented as a list of rules, to find
all conflicts. This part of the implementation comes directly from [2], and we do not repeat
it here. Figure 3 shows the type of the main function called find conflicts (which uses two
other helper functions not shown). Together, they define a recursive traversal of the list of
rules. For each rule r in the list, all rules occurring after r are tested for conflict with r by
calling conflict check. The function returns a list of pairs of indices corresponding to those
rules that conflict.

4 Correctness and Proof Automation

The following lemma states that if the conflict check program returns true for two input
rules, then these rules do indeed conflict, according to the definition of rule conflict.

Lemma conflict_check_soundness:
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forall r1 r2: rule, conflict_check r1 r2 = true -> rule_conflict r1 r2.

We omit the definition of rule conflict (we refer the reader to the associated proof scripts),
but just note that it directly expresses what it means for two rules to conflict, as described
earlier: there exists a request such that one rule permits this request and another denies it.
This lemma states that if the conflict check program returns true for two input rules, then
these rules do indeed conflict. Conversely, completeness (not shown) states that if two rules
conflict according to the definition, then given these 2 rules as input, the program will return
true.

Most of the work and lines of code in the Coq formalization come from the proofs of these
soundness and completeness lemmas. For example, we proved a soundness and completeness
lemma for each pair of XACML functions that we cover. As an example, the following lemma
expresses soundness for the case when both elements of the pair are timeInRange functions.

Lemma rangeSound: forall (s1 e1’ s2 e2’:tValue) (sr1 sr2: srac),

sr1 = timeInRange s1 e1’ -> sr2 = timeInRange s2 e2’ -> sracCheck sr1 sr2 = true ->

exists r:reqValue, (valueMatch r sr1) /\ (valueMatch r sr2).

This lemma states if the two time ranges overlap (function sracCheck returns true), then
there is indeed a request whose time falls within both rules’ time constraints, as defined by
valueMatch. The definition of valueMatch, also not shown, is similar to sracCheck except
that it compares a rule component to a component of a request. (Since a request is simpler
than a rule, there are slightly fewer cases.)

The automation built into the custom tactics that we developed is especially important for
proving such lemmas. The tactics were specifically designed to reason by cases, and to do so
uniformly across all the cases that appear in the numerous lemmas needed for soundness and
completeness. For example, sracCheck in the above lemma unfolds to 25 cases. All except the
case when both arguments are time ranges are quickly ruled out, but then this particular case
expands to 8 cases because it involves an if statement where each branch contains allCases.
As a result of defining these tactics, although applying them requires a significant amount of
computation, the proofs remain relatively short.

Soundness and completeness of the find conflicts program is obtained fairly directly by
extending the definition of of rule conflict to express the notion of two rules at particular
indices within a policy (represented as a list of rules) being in conflict, and is proved fairly
directly from the lemmas showing soundness and completeness of each XACML function (such
as rangeSound described above).

5 Conclusion

We have presented an algorithm for detecting conflicts in XACML rules for a subset of the
XACML language that includes fairly complex conditions such as time constraints, and we
have verified its correctness in Coq, along the way defining tactics to automate proofs, designed
to be general enough to be reused in many of the lemmas in the proof development.

There is much work on developing algorithms and tools for analyzing policies. We mention
only other work that focuses on conflict detection and applies to XACML. With regard to our
own past work, as mentioned, this work extends our work on conflict detection for firewalls [2].
We have also been involved in work on a tool for administering XACML policies, with a focus on
usability for policy administrators that do not necessarily have a technical background [9, 10].
An implementation of conflict detection (unverified) was also part of that work.
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Huonder [4] developed a conflict algorithm that is generic in the sense that in order to
work with concrete XACML policies it must first be extended with definitions (of XACML
functions and intersections). He also proposes ways to resolve conflicts. For example, he
proposes automatically repairing them by replacing the rule set with an equivalent one without
conflicts. In order to do so, whenever there is a conflict, it has to be resolved according to the
default resolution policy. For example, if “first-applicable” is chosen, and a rule that denies the
request comes first in the policy, then all conflicting rules that appear later have to be changed
so that they don’t cover this request. In other words, the overlap has to be determined and
removed. His algorithms are quite different from ours and not verified. Also, this may resolve
the conflicts, but does not necessarily remove the bugs, and furthermore an automatically
modified policy makes it harder for the policy administrator to read and understand it. In
contrast, our approach provides an opportunity for the administrator to examine each conflict
and determine the best way to resolve it him/herself.

In [5], a formal tool is used to analyze policies. Policies and requests are modeled in the
Alloy analyzer, and first-order queries are presented to answer questions such as whether or not
there are two rules in a given policy that conflict. The subset of XACML considered is simpler
than ours. For example, conditions are not considered, and thus complications such as those
resulting from time constraints are not handled.

We have discussed the main direction of future work in the previous sections, namely,
extending the results to cover the full expressive power of XACML. The biggest challenge
is to cover all functions and logical operators allowed in conditions, which is our current focus.
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[1] Yves Bertot and Pierre Castéran. Interactive Theorem Proving and Program Development.
Coq’Art: The Calculus of Inductive Constructions. Springer, 2004.

[2] Venanzio Capretta, Bernard Stepien, Amy Felty, and Stan Matwin. Formal correctness of conflict
detection for firewalls. In ACM Workshop on Formal Methods in Security Engineering, pages
22–30. ACM Press, 2007.

[3] Coq Development Team. The Coq Proof Assistant Reference Manual, 2009. coq.inria.fr/

distrib/V8.4/refman/.

[4] Florian Huonder. Conflict detection and resolution of XACML policies. Master’s thesis, University
of Applied Sciences Rapperswil, 2010.

[5] Mahdi Mankai and Luigi Logrippo. Access control policies: Modeling and validation. In 5th
NOTERE Conference, pages 85–91, 2005.

[6] OASIS. eXtensible Access Control Markup Language (XACML) TC. https://www.oasis-open.

org/committees/tc_home.php?wg_abbrev=xacml, 2004.

[7] OASIS. XACML Version 2.0, 2004. docs.oasis-open.org/xacml/2.0/access_

control-xacml-2.0-core-spec-os.pdf.

[8] Michel St-Martin. A verified algorithm for detecting conflicts in XACML access control rules.
Master’s thesis, University of Ottawa, 2011.

[9] Bernard Stepien, Amy Felty, and Stan Matwin. A non-technical user-oriented display notation
for XACML conditions. In E-Technologies: Innovation in an Open World, 4th International
MCETECH Conference, pages 53–64. Springer LNBIP, 2009.

[10] Bernard Stepien, Stan Matwin, and Amy Felty. Strategies for reducing risks of inconsistencies in
access control policies. In 5th International Conference on Availability, Reliability, and Security,
pages 140–147. IEEE Computer Society, 2010.

8

11



Geometric Logic for Policy Analysis
Salman Saghafi, Tim Nelson and Daniel J. Dougherty

Department of Computer Science
Worcester Polytechnic Institute

Worcester, MA 01609, USA

Abstract

We describe a new computational engine for model-finding and its application to security policy
analysis. We evaluate a preliminary implementation of our algorithm by comparing with a mature
tool, the Margrave Policy Analyzer, with respect to performance and quality of output.

1 Introduction
Modern software systems are complex hives of policy configuration. There are access-control policies
that govern high-level data access; filesystem and operating system-level policies that govern access to
protected resources; firewall policies that govern the flow of packets; and many more. Somehow, all
these policies must coordinate to achieve the high-level security goals of an organization. Not surpris-
ingly, it is difficult for administrators to obtain a global view of these pieces; harder still to combine
these into a coherent whole; and even more problematic to reason about their composition.

Of course, policy authors make mistakes: rules can have unintended consequences and programs
and policies can interact in ways that an author didn’t intend. The problem of reasoning about policies
is exacerbated by the means of their construction. They are usually authored not through some formal
process but by manual edits, usually in response to some pressing need. As a result, well-intentioned
actions often lead to configuration errors.

For some years now, colleagues at WPI and Brown University have been developing a policy-
analysis tool called Margrave. Two aspects of the tool are central to the work reported here:

• Margrave is based on first-order logic, which provides an expressive foundation for capturing
both policies and queries, and is well-suited to reasoning across multiple interacting policies, and

• its fundamental analysis technique is model finding, which presents users with concrete witnesses
to queries. We like to refer to models as scenarios, to be somewhat more evocative for our users
(whom we do not assume to be logicians!)

The emphasis on building models/scenarios rather than proofs is a central tenet of our overall project.
Our first-order approach to the foundation but our current implementation is based on SAT-solving

and has certain limitations. In this paper we describe a new approach to analysis based on geometric
logic. The key expected benefit of this approach is that it will allow us to produce a better selection of
models to present to the user, and permit better organized exploration of the space of models of a theory.
Our sense of “better selection of models” will be described formally below but for now we can say that
the goal is to present models that are “minimal” in the sense that they do not realize any atomic facts
that are unnecessary in order that the model satisfy the user’s query.

We do not expect that staying within first-order logic (as opposed to reducing to SAT-solving) will
be without a performance penalty. For us the interesting research question is to explore and balance the
tradeoff between (i) the expressive power gained by working in the first-order geometric fragment and
(ii) the efficiency of SAT-solving.

This paper constitutes a (very) preliminary report on the state of our project.
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1.1 Related Work
Finite model-finding for first-order logic is a powerful technique that has been applied to various do-
mains such as software modeling [Jac06], policy analysis [NBD+10] and protocol analysis. Rather than
attempt a comprehensive survey of the state of the art of model finding we simply describe the main
approaches to the problem by way of giving context for our contrasting approach.

The two primary classes of finite model-finding methods are MACE-style model-finding and SEM-
style model-finding. MACE-style model-finding, named after the model-finder MACE, was first sug-
gested by William McCune [McC01]. The idea of SEM-style model-finding was first developed by Jian
Zhang and Hantao Zhang and was implemented as Falcon and its successor SEM [ZZ95]. The key idea
behind MACE-style model-finding is to translate the input first-order formula to a set of ground propo-
sitional clauses followed by SAT-solving on the propositional clause set. SEM-style model-finders, on
the other hand, directly build models for the first-order formula based on a backtracking search strat-
egy [Tam03].

Kodkod is a well-known example of MACE-style model-finders, which accepts multi-sorted first-
order formulas with transitive closure [TJ07]. The primary features of Kodkod are: (1) support for
partial models, (2) a mechanism for detecting and breaking symmetric models (isomorphism elimina-
tion), and (3) efficient translation from first-order logic to propositional logic. Margrave currently uses
Kodkod as its underlying model-finding engine.

2 Policy Analysis
Margrave is an interactive tool that produces concrete scenarios in response to user queries. Queries
cover not only conventional verification-style properties, but also “what if” style questions about the
semantic impact of edits. Margrave allows users to specify policies and, optionally, properties of the
environment. It then processes user-defined queries about the policy and presents scenarios as output.
Scenarios are, informally, snapshots of the system—as governed by the policy—in which the query
holds. User interaction takes place via a read-eval-print loop, with an associated command language,
that mediates the display of scenarios.

Margrave has been in active development for six years. It originally targeted XACML-style access
control policies, and was implemented using BDDs. The current version designed for richer configu-
ration policies, using first-order predicate logic, has been successful in analyzing firewalls [NBD+10].
The chief novelty of Margrave’s current approach lies in embracing the richness of full first-order pred-
icate logic for specifying policies, systems, and queries. Here we outline the current state of Margrave,
emphasizing what we have learned about the benefits and challenges associated with working in such
an powerfully expressive setting.

2.1 Exploring a Conference Manager Policy
Representing Policies The fragment in figure 1 shows two rules: the first permits those assigned to
a paper to read the paper; the first denies reviewers from reading reviews for papers with which they
are conflicted. Each rule bears a name (such as PaperAssigned), a decision (permit or deny) over a set
of request variables (s, a, r denoting subject, action, and resource, respectively), and a set of conditions
(action a is ReadPaper and subject s is conflicted with resource r). Conditions may reference both the
request variables and additional variables as needed. Concepts such as conflicted are specific to confer-
ence management. Margrave captures domain ontologies through vocabularies that are separate from
policies. In this example, ConfVocab (first line) references the relevant vocabulary (not shown here).
The vocabulary declares the sorts in the policy (subject, action, resource, paper, reviewer, etc.), provides
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(Policy uses ConfVocab
(Rules
(PaperAssigned = (permit s a r) :- (and (assigned s r) (ReadPaper a)))
(PaperConflict = (deny s a r) :- (and (conflicted s r) (ReadPaper a)))
(PaperNoConflict = (permit s a r) :- (and (not (conflicted s r)) (ReadPaper a)))
...

))

Figure 1: Conference policy (ConfPol) in Margrave’s language.

signatures for relations in this domain (such as conflicted and assigned), and captures constraints on the
sorts (such that every subject must lie in one of the defined roles). Vocabularies also define the decisions
allowed in a policy; a user could, for example, use separate decisions for “deny” and “deny and log”,
trusting the conference-manager software to treat these differently. We revisit the conference example
in section 6.

Generating and Exploring Scenarios Given that combinators may override individual rules and that
rules may interact through overlapping roles, policy effects are not always as straightforward as the in-
dividual rules might suggest. As a result, policy authors should sanity-check their policies. Imagine that
our conference-policy author wants to check on the permissions granted to reviewers who are conflicted
with papers. The following Margrave command achieves this:

>EXPLORE conflicted(s, r) and permit(s, a, r) UNDER ConfPol;
Margrave computes a set of scenarios that witness the given query; this set is exhaustive when possible.
The policy author then issues further commands to display the results; options include asking whether
there are any scenarios, asking for a single scenario, or asking for all generated scenarios. In this exam-
ple, a request for a single scenario would yield a scenario that shows that the rules permit a reviewer to
submit a review for a paper with which s/he is conflicted. This is disconcerting: the policy author can
issue a subsequent query to find out which policy rules were responsible for generating this scenario.
In this case, that command would report that the PaperAssigned rule rendered the decision. Had mul-
tiple rules applied, Margrave would report which rules applied, and which rule took precedence under
the decision combinators. Note that instead of requiring its users to provide a formal property, as con-
ventional verification tools would, Margrave supports querying to explore scenarios of a specification
interactively. In addition, Margrave supports other property-free forms of analysis.

3 Policy Foundations
Here we give an outline of our notion of “policy”, in particular the representation of policies as certain
first-order theories. A fuller account can be found in [DFK06] and [Gia12].

Here, “policy” means a monitoring policy, for example as in access control. Such a policy, when
deployed, constitutes a function that consumes a request and some information about the environment
and returns a decision. Let Dec be the set of decisions (just some set of identifiers like permit, deny,
etc), Req the set of requests (it doesn’t matter for now what the requests look like), and Env the type of
information about the environment that the policy needs.

A document P intended to implement a policy might not be well-behaved enough to define a function
from requests and environments to decisions: (i) it may not have enough information in itself to decide
each request (e.g. because it is part of a suite of documents cooperating to make a policy), so it is
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“partial” in general, and (ii) and it might not be consistent, i.e. it might compute more than one decision
for a given request in a given environment. So we should view it as defining a relation:

P : (Req×Env)→ 2Dec

Note that via a natural isomorphism with the above we can equivalently take the perspective

P : Env→ (Dec→ 2Req)

in which a policy is a way to, given an environment, determine which requests are assigned to each deci-
sion. In this reading a decision is a predicate over requests, determined by a policy and an environment.
In other words we think of each decision as being a unary predicate over requests. This leads to writing
dec(q) to say that request q gets decision dec.

We take the environment E to be a first-order model over a certain signature Σ, and the decisions be
predicate symbols Dec distinct from those in Σ. Viewed in this light, policies are maps that when given
a model of Σ, produce an expansion of that model to a signature augmented with predicates Dec.

So when a user is—informally—exploring which “scenarios,” if any, are consistent with a certain
configuration of policy, environment, and decisions, he/she is indeed asking about the existence of
certain first-order models. This is the essential connection between model-finding and policy analysis.

4 Geometric Logic
SAT solving is a well-established technique for model finding, especially for theories that are known
to have the finite-model property. That said, however, SAT solving allows only limited possibilities for
controlling the space of models to be constructed. In our setting, where the collection of models/scenar-
ios satisfying a query can be too large for a user to conveniently grasp as a whole, it is crucial to have a
principled criterion for which models to display and to have a model-finding technique consistent with
this criterion.

The essence of our new foundational engine for scenario generation comprise the notions of ob-
servable property and an ordering � on models that captures the idea of one model satisfying all the
observable properties of another. While this engine is not specific to policy reasoning, we adapt it for a
logical fragment that covers policies as represented in Margrave.

Observable properties First-order formulas built up from atomic formulas using only ∧, ∨ and ∃ are
called geometric [Abr91]. It is easy to see that if α(~x) is a geometric formula true of a tuple ~a in a
model A then (i) the truth of this fact is witnessed by a finite fragment of A , and (ii) if A is expanded,
by adding new elements and/or new facts, α(~x) still holds of ~a in the resulting model. For this reason,
properties defined by positive-existential formulas are sometimes called observable properties.

Geometric formulas are known to be preserved under homomorphisms. This induces an ordering
on models based on their observable properties; in particular, minimal models under this ordering omit
facts that are not necessary to witness the query that yielded the models. A “complete” set of answers
for a query σ is a set S of models of σ that cover the space of answers in the sense that for any model B
of σ there is a model A ∈ S with A � B . It is natural to call such a set S a set of support for the models
of σ.

Combining these intuitions, minimality and set-of-support, we adopt the slogan

For a given query σ the ideal set of outputs is a class of models which is a minimal set of
support for the class of all models of σ.
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This is a theoretical ideal in the sense that for an arbitrary query there is no reason to think that there is
a finite set of finite models comprising such a set of support, not to mention the problem of computing
such a set. But it is good to have ideals. And indeed, in many cases there is such a nice set, attainable in
theory and approximable in practice. Here is where geometric logic plays a role.

Summarizing:

Definition 1.

• A geometric formula is a formula with only ∧, ∨, ∃ and = as connectives. Infinitary disjunction∨
i is permitted.

• A geometric sequent is a construct ϕ ~̀x ψ where ϕ and ψ are geometric formulas that contain free
variables from a set of variables~x. A geometric sequent ϕ ~̀x ψ can be viewed as a shorthand for
the formula ∀x1.x2, . . . ,xn.(ϕ→ ψ) where ~x = {x1,x2, . . . ,xn}. We refer to ϕ and ψ respectively
as left and right of ϕ ~̀x ψ.

• A geometric theory is a vocabulary V together with a finite set of geometric sequents T over V .

• A set U of models is a set of jointly universal models for a theory T if and only if:

– For every M ∈U then M |= T .

– For every model N |= T , there exists a model M ∈U such that M� N.

Thus if U is jointly universal for T , every model of theory T is in the homomorphism cone of at
least one model U.

4.1 Policies, Queries, and Geometric Logic
The following is an empirical observation, not surprising in light of the discussion above about observ-
able properties and finite evidence.

Security policies tend to be geometric theories; security goals such as safety and authen-
tication tend to be geometric formulas. Axiomatizations of environment constraints tend
naturally to be geometric theories. As such, verifying security goals in the context of po-
lices can be often be reduced to searching for models for geometric theories.

5 The Chase: A New Model-Finding Engine
The chase is a model-finding algorithm for finding a set of jointly universal models for geometric
theories. The chase was introduced by Fagin and his colleagues for solving data-exchange prob-
lems [FKMP05]. Within the context of a data-exchange problem, dependencies between a source
schema and a target schema together with additional constraints on the target schema are described
as a geometric theory. The chase is then employed to extend an instance over the source to an instance
over the target such that the dependencies are satisfied. The algorithm suggested by Fagin and his
colleagues assumes that the geometric sequents describing data-exchange dependencies do not contain
disjunctions; therefore, the chase will never return more than a single model if it succeeds. Later on,
Deutch and his colleagues introduced a new version of the chase that allowed disjunctions on the right
of sequents; consequently, their algorithm was capable of finding a set of jointly universal instances for
a data-exchange problem [DNR08].
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The Algorithm Given a geometric theory T as input, the chase repeatedly uses a sub-procedure, the
chase step to build a model for T incrementally. We first introduce the chase step in algorithm 1; then,
we describe the classical chase in algorithm 2.

The chase consists of starting with the empty set of facts and iterating the above process. For each
iteration, the chase chooses a sequent that is not true in the current model and updates the model in a
chase step (lines 4 and 5 of Algorithm 2). Given an input sequent ϕ `x ψ and a model M where ϕ is true
in M but ψ is not, a chase step makes one of the disjuncts in ψ true by adds new facts to M (lines 4 to
6 of Algorithm 1), then returns the updated model (lines 7 and 8 of Algorithm 1). We halt with success
if we reach a set F of facts where we cannot apply a step, i.e. when F is a model of T . We halt with
failure if we reach a set F of facts where a sequent with empty right-hand-side fails in F (which is to
say, its left-hand-side is true): we cannot “repair” F to make such a sequent true. It is possible that the
chase may not halt. In this case, if the chase is done in a “fair” manner the resulting infinite set of facts
will be a model of T .

Termination In general, termination of the chase for an arbitrary geometric theory is undecidable.
However, it is guaranteed that for a class of geometric theories, known as weakly acyclic, the chase will
always terminate [DNR08].

Theorem 2. Let T be geometric.

• T is satisfiable if and only if there is a fair run of the chase which does not fail.

• Let U = M1,M2, . . . be the set of models obtained by some execution of the chase. The U is
jointly universal for T .

• If T is weakly acyclic then T has a finite jointly universal set of models.

Algorithm 1 Chase Step
Require: M |=η ϕ, M 6|=η ψ

1: function CHASESTEP(M,ϕ `x ψ,η)
2: if ψ =⊥ then fail
3: M′←M
4: choose disjunct E ∧∃y1, . . . ,ym.

∧n
j=1 Pj ∈ ψ

5: |M′| ← (|M′|∪{d1, . . . ,dm}) . each di is a fresh element
6: η′← η[y1 7→d1,...,ym 7→dm]

7: M′← (M′∪{P1(η′(~x∪~y)), . . . ,Pn(η′(~x∪~y))})
8: return M′

Algorithm 2 Chase

1: function CHASE(T )
2: M← /0 . start with an empty model over an empty domain
3: while M 6|= T do
4: choose ϕ ~̀x ψ ∈ T , η :~x−→ |M| s.th. M 6|= ϕ `η~x ψ
5: M← CHASESTEP(M,ϕ ~̀x ψ,η)
6: return M
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PaperAssigned = assigned(s,r) & ReadPaper(a) & Paper(r) => permit(s,a,r)
PaperConflict = conflicted(s,r) & ReadPaper(a) & Paper(r) => deny(s,a,r)
PaperNoConflict = ReadPaper(a) & Paper(r) & Author(s) => permit(s,a,r) | conflicted(s,r)

Figure 2: Conference policy in geometric logic.

6 Preliminary Results

We have built a prototype implementation of the chase in Haskell. Our current emphasis is not on run-
time efficiency but rather on generating jointly universal sets of models in order to compare this output
with output from standard model-finders such as Kodkod. We did this by running queries on some
sample policies, both in Margrave (which uses Kodkod as its model-finder) and under our chase-based
implementation.

We used three examples from Margrave’s distribution, phone, conference and a modified version of
firewall as specifications for our experiments and converted the examples from Margrave’s language to
equisatisfiable geometric theories manually. During the translation process, we removed the constraints
in Margrave’s specifications and felt free to introduce additional relations in the translated geometric
theories in order to maintain consistency between the two sets of specifications.

Conference Example For the first experiment, we used a restricted version of the conference policy
introduced in Figure 1. Figure 2 is a (partial) translation of the conference policy in geometric logic.

The translation of the PaperAssigned and PaperConflicted rules is trivial. However, because of the
positivity of geometric logic, the sequent corresponding to PaperNoConflict rule introduces a disjunction
on right. Intuitively, the geometric version of PaperNoConflict states that either an author s is permitted
to read paper r or the author and the paper are conflicted.
Here, we are interested in scenarios in which at least a subject is permitted to perform any action on any
resource:
>EXPLORE permit(s, a, r) UNDER ConfPol;

The query translates to the following geometric sequent:
>exists s.exists a.exists r.permit(s,a,r)

The chase-based model finder may simply answer this query with a model in which only one fact,
permit(Author#1, ReadPaper#1, Paper#1) for some subject, action and resource is true. In order to
prevent the chase-based model finder from returning such a trivial model, the preconditions of the Pa-
perAssigned and PaperNoConflict rules must be forced in the model. This can be done by adding extra
sequents to the theory, which turn these two rules into a bi-implication:
>permit(s,a,r) =>(ReadPaper(a) & Paper(r) & Author(s) & notConflicted(s,r))

|(assigned(s,r) & ReadPaper(a) & Paper(r))

>(conflicted(s,r) & notConflicted(s,r)) =>⊥

Notice that we introduce a helper relation notConflicted for to denote the negation of conflicted.

Results Figure 3 compares the outputs of the chase-based model finder and those of Margrave. The
chase-based implementation computed precise models in running times that were comparable to those
of Margrave and produced far fewer models for phone and firewall. The restriction to a set of jointly
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Spec. Margrave Chase
# models min.size max. size # models min.size max. size

Phone 66 3 4 4 4 4
Conference 3 3 3 3 3 3
Firewall ≥ 1000 2 ≥ 3 4 4 4

Figure 3: Models constructed by Margrave and the chase-based model finder.

universal models has the effect of pruning the space of answers returned dramatically. Further investiga-
tion, however, showed that Margrave and the chase-based implementation constructed identical models
for conference due to the constraints in the specification, which forced Margrave to produce only mini-
mal models.
We also observed that the models produced by the chase-based model finder are homomorphically
minimal; that is, they do not contain extra facts that are not necessary for satisfying the input theory.
However, those models are not minimal with respect to the size of their domains. For instance, Mar-
grave finds models of size 3 for the Phone example and models of size 2 and 3 for the Firewall example
whereas the models produced by the chase-based implementation are of sizes 4 and 4 respectively. Mar-
grave finds models of the smaller sizes by collapsing the elements of the model; however, the chase
creates a new element of every existential quantifier.

7 Conclusion and Future Work

We presented a chase-based model-finding strategy in geometric logic as a new approach to model-
finding. Our preliminary studies show that our method can be applied in access control policy analysis,
where both access control policy rules and the queries are specified as geometric theories. The emphasis
of our new strategy is on producing minimal models, models that only contain what is necessary for sat-
isfying the input specification. We are currently working on implementing more efficient data-structures
and algorithms to improve the performance of our current implementation.
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Abstract

Formal specification is widely employed in the construction of high-quality software.
However, there is often a huge gap between formal specification and actual implementation.
While there is already a vast body of work on software testing and verification, the task
to ensure that an implementation indeed meets its specification is still undeniably of great
difficulty. ATS is a programming language equipped with a highly expressive type system
that allows the programmer to specify and implement and then verify within the language
itself that an implementation meets its specification. In this paper, we present largely
through examples a programmer-centric style of program verification that puts emphasis
on requesting the programmer to explain in a literate fashion why his or her code works.
This is a solid step in the pursuit of software construction that is verifiably correct according
to specification.

1 Introduction

In order to be precise in building software systems, we need to specify what such a system
is expected to accomplish. In the current day and age, software specification, which we use
in a rather loose sense, is often done in forms of varying degree of formalism, ranging from
verbal discussions to pencil/paper drawings to various diagrams in modeling languages such
as UML [11] to formal specifications in specification languages such as Z [12], etc. Often the
main purpose of software specification is to establish a mutual understanding among a team of
developers. After the specification for a software system is done, either formally or informally,
we need to implement the specification in a programming language. In general, it is exceedingly
difficult to be reasonably certain whether an implementation actually meets its specification.
Even if the implementation coheres well with its specification initially, it nearly inevitably
diverges from the specification as the software system evolves. The dreadful consequences
of such a divergence are all too familiar; the specification becomes less and less reliable for
understanding the behavior of the software system while the implementation gradually turns
into its own specification; for the developers, it becomes increasingly difficult and risky to
maintain and extend the software system; for the users, it requires extra amount of time and
effort to learn and use the software system.

The design of ATS [15, 16] is partly inspired by Martin-Löf’s constructive type theory [10],
which was originally developed for the purpose of establishing a foundation for mathematics.
Within ATS, there is a static component (statics) and a dynamic component (dynamics). In-
tuitively, the statics and dynamics are each for handling types and programs, respectively. In
particular, specification is done in the statics and implementation in the dynamics. To verify

∗ This work is partially supported by NSF grants No. CCF-0702665.
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sorts σ ::= b | σ1 → σ2
static terms s ::= a | sc[s1, . . . , sn] | λa : σ.s | s1(s2)
static var. ctx. Σ ::= ∅ | Σ, a : σ
dyn. terms d ::= x | dc(d1, . . . , dn) | lam x.d | app(d1, d2) | . . .
dyn. var. ctx. ∆ ::= ∅ | ∆, x : s

Figure 1: Some formal syntax for statics and dynamics of ATS

that an implementation meets a given specification is to show that it is derivable that the
program has certain type, which is stated as a guarantee based on types in this paper. In
theorem-proving systems such as Coq [13] and NuPrl [3], a specification is encoded as a type; if
a proof inhabiting the type is made available, then a program guaranteed to meet the specifica-
tion can be automatically extracted out of the proof. While the very idea of program extraction
is appealing, it is often difficult for the programmer to effectively control the efficiency (time-
wise and memory-wise) of extracted programs.

On the other hand, the efficiency of a program written in ATS can rival that of its counter-
part in C. Note that this is not achieved by performing aggressive compiler optimizations on
the program. Instead, it is primarily due to the support in ATS that allows programs to be con-
structed by directly following typical C-like programming idioms such as native/unboxed data
representation and explict pointer arithmetic. Unsurprisingly, automatically verifying such pro-
grams is beyond what we can really hope for at this moment. As an alternative, we expect that
the programmer who does the implementation also constructs a proof in the theorem-proving
subsystem of ATS to demonstrate the correctness of the implementation. In essence, we advo-
cate a form of program verification that contains both automated and user-assisted components,
and we refer to it as a programmer-centric approach to program verification. The primary con-
tribution of the paper lies in our effort identifying such a style of program verification as well
as putting it into practice based on ATS.

We organize the rest of the paper as follows. In Section 2, we give a brief overview of
ATS. We then present in Section 3 a typical style of program verification in ATS that combines
programming with theorem-proving. In Section 4, we employ some examples to illustrate that
ATS is well-equipped with features to support program verification that is both flexible and
effective for practical use. Lastly, we mention some related work in Section 5 and then conclude.

2 Overview of ATS

We give some formal syntax of ATS in Figure 1. The language ATS has a static component
(statics) and a dynamic component (dynamics). The statics includes types, props, and type
indexes while the dynamics includes programs and proofs. The statics itself is a simply typed
language and a type in it is referred to as a sort. For instance, we have the following base sorts
in ATS: addr , bool , int , prop, type, etc; we use L, B and I for static addresses, booleans, and
integers of the sorts addr , bool , and int , respectively; we use T for static terms of the sort type,
which are types assigned to programs; we use P for static terms of the sort prop, which are
props assigned to proofs.

Types and props may depend on one or more type indexes of static sorts. Among such
indexed types, singleton types, which are each a type for only one specific value, are of great
use in practical programming. For instance, bool(B) is a singleton type for the boolean value
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equal to B, and int(I) is a singleton type for the integer equal to I, and ptr(L) is a singleton
type for the pointer that points to the address (or location) L. Also, we can quantify over type
index variables universally and existentially to form quantified types and props.

We use proving-types of the form (P | T ) for combining proofs with programs, where P and
T stand for a prop and a type, respectively. One may think of the proving-type (P | T ) as a
refinement of the type T because P often constrains some of the indexes appearing in T . For
example, the following type:

(ADD(m,n, p) | int(m), int(n), int(p))

is a proving-type of the sort type for a tuple of integers (m,n, p) along with a proof of the prop
ADD(m,n, p) which encodes m+ n = p. Given a static boolean term B and a type T , we can
form two special forms of types: guarded types of the form B ⊃ T and asserting types of the
form B ∧ T . Following is an example involving singleton, guarded and asserting types:

∀a : int .a ≥ 0 ⊃ (int(a)→ ∃a ′ : int .(a ′ < 0 ∧ int(a ′)))

The meaning of this type should be clear: Each value that can be assigned this type represents
a function from nonnegative integers to negative integers.

ATS is also equipped with linear version of prop [17], where the word linear comes from
linear logic [7]. Given a type T and a memory location L, a linear prop of the form T@L can be
formed to indicate a value of the type T being stored in the memory at the location L, where
@ is a special infix operator. Following is a function declaration involving proving-type with
linear prop.

fun ptr_set {i,j: int} {l:addr}

(pf: (int i) @ l | p: ptr l, x: int j): ((int j) @ l | void)

The meaning of this function should be clear by its type. The implementation of the function
should update the content at location l with the input value x.

3 Overview of Program Verification in ATS

We now use a simple example to illustrate the idea of programming with theorem proving.
Suppose we want to compute Fibonacci numbers, which are defined inductively as follows:

fib(0) = 0 fib(1) = 1 fib(n+ 2) = fib(n) + fib(n+ 1) for n >= 0

A implementation of fib in ATS with O(n) complexity can be done as follows:

fun fibats (n: int): int = let

fun loop (r0: int, r1: int, ni: int): (int) =

if ni > 0 then loop (r1, r0+r1, ni-1)

else r0

in loop (0, 1, n) end // end of [fibats]

There is obviously a logic gap between the mathematical definition of fib and its implemen-
tation fibats in ATS.1 In ATS, we can give another implementation (with different type) of fib
that completely bridges this gap. First, we need a way to encode the definition of fib into ATS,
which is fulfilled by the declaration of the following dataprop:

1We do not address the issue of possible arithmetic overflow here.
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//

// the syntax [...] is for existential quantification

//

fun fibats2 {n:nat} (n: int n)

: [r:int] (FIB (n, r) | int r) = let

fun loop

{n,i:nat | i <= n} {r0,r1:int} (

pf0: FIB (i, r0), pf1: FIB (i+1, r1)

| r0: int (r0), r1: int (r1), ni: int(n-i)

) : [r:int] (FIB (n, r) | int (r)) =

if ni > 0 then

loop {n,i+1} (pf1, FIB2 (pf0, pf1) | r1, r0+r1, ni-1)

else (pf0 | r0)

in

loop (FIB0(), FIB1() | 0, 1, n)

end // end of [fibats2]

Figure 2: A verified implementation of fib in ATS

dataprop FIB (int, int) =

| FIB0 (0, 0) | FIB1 (1, 1)

| {n:nat} {r0,r1:int}

FIB2 (n+2, r0+r1) of (FIB (n, r0), FIB (n+1, r1))

// end of [FIB]

where the concrete syntax {...} is for universal quantification in ATS. This declaration intro-
duces a type (or more precisely, a type constructor) FIB for proofs. Such a type is referred
to as a prop (or prop-type) in ATS. Intuitively, if a proof can be assigned the type FIB(n, r)
for some integers n and r, then fib(n) equals r. In other words, FIB(n, r) encodes the relation
fib(n) = r inductively through FIB0 , FIB1 , and FIB2 , three constructors associated with FIB.
These constructors can be given the following types corresponding to the three equations in the
definition of fib:

FIB0 : ()→ FIB(0, 0)
FIB1 : ()→ FIB(1, 1)
FIB2 : ∀n : nat.∀r0 : int.∀r1 : int.

(FIB(n, r0),FIB(n+ 1, r1))→ FIB(n+ 2, r0 + r1)

For instance, FIB2 (FIB0 (),FIB1 ()) is a term of the type FIB(2, 1), attesting to fib(2) = 1. In
Figure 2, the implemented function fibats2 is assigned the following type:

fibats2 : ∀n : nat. int(n)→ ∃r : int.(FIB(n, r) | int(r))

where | is just a separator (like a comma) for separating a proof from a value. For each integer
value I, int(I) is a singleton type for the only integer whose value is I. When fibats2 is applied
to an integer of value n, it returns a pair consisting of a proof and an integer of value r such
that the proof, which is of the type FIB(n, r), asserts fib(n) = r. Therefore, fibats2 is a verified
implementation of fib. We emphasize that proofs are completely erased after typechecking. In
particular, there is no proof construction at run-time.
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4 Programmer-Centric Verification

By programmer-centric verification, we mean a verification approach that puts the programmer
at the center of the verification process. The programmer is expected to explain in a literate
fashion why his or her implementation meets a given specification. The programmer may rely
on external knowledge when doing verification, but such knowledge should be expressed in a
format that is accessible to other programmers. We will employ some examples in this section
to elaborate on programmer-centric verification.

//

// list(a, n) is the type for a list of length n

// in which each element is of the type a.

//

fun{a:type} insort {n:nat}

(xs: list (a, n), lte: (a, a) -> bool): list (a, n) = let

fun ins {n:nat}

(x: a, xs: list (a, n), lte: (a, a) -> bool): list (a, n+1) =

case xs of

| list_cons (x1, xs1) =>

if lte (x, x1) then

list_cons (x, xs) else list_cons (x1, ins (x, xs1, lte))

// end of [if]

| list_nil () => list_cons (x, list_nil ())

// end of [ins]

in

case xs of

| list_cons (x, xs1) => ins (x, insort (xs1, lte), lte)

| list_nil () => list_nil ()

end // end of [insort]

Figure 3: A standard implementation of insertion sort

4.1 Example: Insertion Sort on Generic Lists

In Figure 3, we give a standard implementation of insertion sort written in ATS that takes
a generic list and a comparison function and returns a generic list that is sorted according
to the comparison function. Note that the use of generic lists clearly indicates our strive for
practicality. In the literature, a similar presentation would often use integer lists (instead
of generic lists), revealing the difficulty in handling polymorphism and thus weakening the
argument for practical use of verification. We have no such difficulty. The implementation we
present guarantees based on the types that the output list is of the same length as the input
list. We also give a verified implementation of insertion sort in Figure 4 that guarantees based
on the types that the output list is a sorted permutation of the input list. The fact that this
verified implementation can be done in such a concise manner should yield strong support for
the underlying verification approach. Note that we do not include the proof of termination,
which can be verified in ATS [14], in Figure 4 for the sake of brevity,

Suppose that a programmer did the implementation in Figure 3. Obviously, the programmer
did not do the implementation in a random fashion; he or she did it based on some kind of
(informal) logic reasoning. We will see that ATS provides programming features such as abstract
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fun{a:type} insort

{xs:ilist} (xs: glist (a, xs), lte: lte(a))

: [ys:ilist] (SORT (xs, ys) | glist (a, ys)) = let

fun ins {x:int} {ys1:ilist} (

pford: ORD (ys1) |

x: E (a, x), ys1: glist (a, ys1), lte: lte(a)

) : [ys2:ilist] (SORT (cons (x, ys1), ys2) | glist (a, ys2)) =

case ys1 of

| glist_cons (y1, ys10) =>

if lte (x, y1) then let

prval pford = ORD_ins {x} (pford)

prval pfperm = PERM_refl ()

prval pfsrt = ORDPERM2SORT (pford, pfperm)

in

(pfsrt | cons (x, ys1))

end else let

prval pford1 = ORD_tail (pford)

val (pfsrt1 | ys20) = ins (pford1 | x, ys10, lte)

prval pfsrt2 = SORT_ins {x} (pford, pfsrt1)

in

(pfsrt2 | cons (y1, ys20))

end // end of [if]

| glist_nil () => (SORT_sing () | cons (x, nil ()))

// end of [ins]

in

case xs of

| glist_cons (x, xs1) => let

val (pfsrt1 | ys1) = insort (xs1, lte)

prval pford1 = SORT2ORD (pfsrt1)

prval pfperm1 = SORT2PERM (pfsrt1)

prval pfperm1_cons = PERM_cons (pfperm1)

val (pfsrt2 | ys2) = ins (pford1 | x, ys1, lte)

prval pford2 = SORT2ORD (pfsrt2)

prval pfperm2 = SORT2PERM (pfsrt2)

prval pfperm3 = PERM_tran (pfperm1_cons, pfperm2)

prval pfsrt3 = ORDPERM2SORT (pford2, pfperm3)

in

(pfsrt3 | ys2)

end // end of [intlist_cons]

| glist_nil () => (SORT_nil () | nil ())

end // end of [insort]

Figure 4: A verified implementation of insertion sort
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props and external lemmas for turning such informal reasoning into formal verification. In
particular, we can turn the implementation of insertion sort in Figure 3 into the verified one in
Figure 4 by following a verification process.

abstype E (a:type, x:int) // abstract type constructor

datasort ilist = ilist_nil of () | ilist_cons of (int, ilist)

datatype glist (a:type, ilist) =

| {x:int} {xs:ilist}

glist_cons (a, cons (x, xs)) of (E (a, x), glist (a, xs))

| glist_nil (a, nil) of ()

Figure 5: A generic list type indexed by the names of list elements

First, we need to map the elements in the dynamics to be sorted to appropriate terms in
the statics, which can be reasoned about within the theorem-proving subsystem of ATS. This
can be achieved by introducing an abstract type constructor E (in Figure 5). Given a type
T and an integer I, E(T, I) is a singleton type for a value of the type T with an (imaginary)
integer name I. Second, to reason about the ordering of integer sequence, we have to give
its definition formally in the form of a new sort in the statics. In ATS, the user-defined sorts
(datasorts) can be introduced in a manner similar to the introduction of user-defined types
(datatypes) in a ML-like language. We introduce a datasort ilist for representing sequences of
(static) integers. We may simply write nil and cons for ilist nil and ilist cons, respectively, if
there is no potential confusion. Note that there is no mechanism for defining recursive functions
in the statics, and this is a profound restriction that give rise to a unique style of verification in
ATS. We lastly define a datatype glist: Given a list of values of types E(T, I1), . . . ,E(T, In),
the type glist(T, cons(I1, . . . , cons(In, nil))) can be assigned to this particular list. We may
also simply write nil and cons for glist nil and glist cons, respectively, if there is no potential
confusion. Please note that glist is in the dynamics while ilist is in the statics. With the
aforementioned setting, we can verify the properties of an instance of glist by reasoning about
its correspondence in the statics, which is of sort ilist .

To verify insertion sort, we first introduce an abstract prop as follows such that SORT(xs, ys)
means that ys is a sorted permutation of xs:

absprop SORT (xs:ilist, ys:ilist)

Let lte(a) be a shorthand for the following type:

∀a : type.∀x1 : int .∀x2 : int .(E(a, x1 ),E(a, x2 ))→ bool(x1 ≤ x2 )

If we can assign the following type to insort:

∀a : type.∀xs : ilist .
(glist(a, xs), lte(a))→ ∃ys : ilist .(SORT(xs, ys) | glist(a, ys))

then insort is verified as the type simply states that the output list is a sorted permutation of
the input list.

For the purpose of verification, we also introduce the following two abstract props:

absprop ORD (xs:ilist)

absprop PERM (xs:ilist, ys:ilist)
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SORT2ORD : ∀xs : ilist .∀ys : ilist . SORT(xs, ys)→ ORD(ys)
- If ys is a sorted version of xs, then ys is ordered.

SORT2PERM : ∀xs : ilist .∀ys : ilist . SORT(xs, ys)→ PERM(xs, ys)
- If ys is a sorted version of xs, then ys is a permutation of xs.

ORDPERM2SORT : ∀xs : ilist .∀ys : ilist .
(ORD(ys),PERM(xs, ys))→ SORT(xs, ys)

- If ys is ordered and is also a permutation of xs, then ys is a sorted version of xs.

SORT nil : ()→ SORT(nil, nil)
- The empty list is a sorted version of itself.

SORT sing : ∀x : int . ()→ SORT(cons(x ,nil), cons(x ,nil))
- A singleton list is a sorted version of itself.

ORD tail : ∀y : int .∀ys : ilist . ORD(cons(y , ys))→ ORD(ys)
- If a non-empty list is ordered, then its tail is also ordered.

ORD ins : ∀x : int .∀y : int .∀ys : ilist . x ≤ y ⊃
ORD(cons(y, ys))→ ORD(cons(x, cons(y, ys)))

- If x ≤ y holds and cons(y, ys) is ordered, then cons(x, cons(y, ys)) is also ordered.

PERM refl : ∀xs : ilist . ()→ PERM(xs, xs)
- Each list is a permutation of itself.

PERM tran : ∀xs : ilist .∀ys : ilist .∀zs : ilist .
(PERM(xs, ys),PERM(ys, zs))→ PERM(xs, zs)

- The permutation relation is transitive.

PERM cons : ∀x : int .∀xs1 : ilist .∀xs2 : ilist .
PERM(xs1, xs2)→ PERM(cons(x, xs1), cons(x, xs2))

- If xs2 is a permutation of xs1, then cons(x, xs2) is a permutation of cons(x, xs1).

SORT ins : ∀x : int .∀y : int .∀ys1 : ilist .∀ys2 : ilist . x > y ⊃
(ORD(cons(y, ys1)),SORT(cons(x, ys1), ys2))→
SORT(cons(x, cons(y, ys1)), cons(y, ys2))

- If x > y holds, cons(y, ys1) is ordered and ys2 is a sorted version of cons(x, ys1),
then cons(y, ys2) is a sorted version of cons(x, cons(y, ys1)).

Figure 6: Some external lemmas needed for verifying insertion sort

Given xs and ys, ORD(xs) means that xs is ordered according to the ordering ≤ on integers
and PERM(xs, ys) means that ys is a permutation of xs.

When verifying insort, we essentially try to justify each step in the code presented in Fig-
ure 3. This justification process may introduce various statements about the properties of those
concepts SORT, ORD, and PERM. (We call such statements lemmas to indicate that their
validity is now only justified by the programmers’ reasoning informally.) For instance, the code
presented in Figure 4 makes use of the lemmas listed in Figure 6.

For soundness, we need to define SORT, ORD, and PERM explicitly, based on which we
can prove these lemmas formally. And we can indeed do this in the theorem-proving subsystem
of ATS. However, this style of verifying everything from basic definitions can be too great a
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burden in practice. Suppose that we try to construct a mathematical proof and we need to
make use of the proposition in the proof that the standard permutation relation is transitive.
It is unlikely that we provide an explicit proof for this proposition as it sounds so evident to
us. To put it from a different angle, if constructing mathematical proofs required that every
single detail be presented explicitly, then studying mathematics would unlikely to be feasible.
Therefore, we strongly advocate a style of theorem-proving in ATS that models the way we do
mathematics.

The implementation of insertion sort on generic lists in Figure 3, which can be obtained
from erasing proofs in Figure 4, is guaranteed to be correct if all of the lemmas in Figure 6 are
true. It is probably fair to say that these lemmas are all evidently true except the last one:
SORT ins. If we are unsure whether the lemma SORT ins is true or not, we can construct a
proof in ATS or elsewhere to validate it. For instance, we can even give an informal proof as
follows: Note that PERM(cons(x, ys1), ys2) holds as ys2 is a sorted version of cons(x, ys1).
Hence, cons(y, ys2) is a permutation of cons(x, cons(y, ys1)). Since cons(y, ys1) is ordered, y
is a lower bound for the elements in ys1. Hence, y is a lower bound for elements in ys2 as
x > y holds, and thus, cons(y, ys2) is ordered. Therefore, cons(y, ys2) is a sorted version of
cons(x, cons(y, ys1)).

What is of crucial importance is that SORT ins is a lemma that is manually introduced
and can be readily understood by any programmer with adequate training. This is a direct
consequence of programmer-centric verification in which the programmer explains in a literate
fashion why his or her implementation meets a given specification.

To sum up, we have proven that the integer sequence corresponding to the output generic
list is a sorted permutation of the integer sequence corresponding to the input generic list.
Besides, the type of the comparison function lte states that the mapping from element in the
dynamics to integer in the statics preserves ordering relation. Therefore, it is verified that the
implementation is correct given that lte is implemented correctly. The benefit that we only need
to reason about integer sequence regardless of the real type of the list to be sorted comes from
ATS’ feature of separation of dynamics and statics. Going still further, we can map an array
of elements in the dynamics to integer sequence in the statics via linear prop and addr . And
there is really not much difference between lists and arrays as far as verification is concerned.
The reason that we use lists instead of arrays is for simplifying the presentation and also that
array based insertion sort has no advantage of efficiency.

4.2 Many Other Examples

In Appendix A, we give out an example of quicksort following the same paradigm of
programmer-centric verification. Besides, there are also a variety of examples available on-line2

which can further illustrate a style of programmer-centric verification in ATS that combines pro-
gramming with theorem-proving cohesively. In particular, there are examples involving arrays,
heaps, balanced trees, etc.

5 Related Work and Conclusion

Given the vastness of the field of program verification, we can only mention some closely related
work in this section.

Ynot [2] is an axiomatic extension of the Coq proof assistant for specifying and verifying
properties of imperative programs. The programmer can encode a new domain by providing

2Please see http://www.ats-lang.org/EXAMPLE/PCPV
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key lemmas in an ML-like embedded language. Relying on Coq to do theorem-proving, Ynot
mixes the automated proof generation with manual proof construction, attempting to relieve
the programmer from the heavy burden that would otherwise be necessary. The dependent
types employed in Ynot is different from that of ATS. In particular, there is no separation of
statics from dynamics in Ynot.

Krakatoa [9] is a front-end of the Why [1] platform for deductive program verification. It
deals with Java programs annotated in a variant of the the Java Modeling Language (JML)
called KML. An extension to KML is proposed in [6] to support the specification of generic Java
code. It relies on parameterized theory for specification, and performes verification after the the
theory is instantiated with specific types. If we think of types in ATS just as special annotations,
then Krakatoa and ATS share a similar flavor of program verification. However, there is also
fundamental difference between Krakatoa and ATS. In ATS, proofs are constructed during
the same time when an implementation is written. In Krakatoa, an existing implementation
needs to be properly annotated so that proof obligations generated during verification can be
discharged (by Why).

The work on extended static checking (ESC) [4] also puts emphasis on employing formal
annotations to capture program invariants. These invariants may be verified through (light-
weighted) theorem proving. ESC/Java [5] generates verification-conditions based on annotated
Java code and uses an automatic theorem-prover to reason about the semantics of the programs.
It can catch many basic errors such as null dereferences, array bounds errors, type cast errors,
etc. With more emphasis on usefulness, soundness is sacrificed in certain cases to reduce
annotation cost or to improve checking speed.

VeriFast [8] is another system for verifying program properties through source code anno-
tation. It supports direct insertion of simple proof steps into the source code while allowing
rich and complex properties to be specified through inductive datatypes and fixed-point func-
tions. VeriFast provides a program verifier for C and Java that supports interactive insertion
of annotations into source code to alleviate the task of automatic reasoning about separation
logic.

The paradigm of programming with theorem-proving as is supported in the ATS program-
ming language system is fundamentally different from program extraction (from proofs) as is
supported in theorem-proving systems such as Coq. Note that ATS is a full-fledged program-
ming language that supports the construction of highly efficient programs (whose efficiency
rivals that of their counterparts in C), and the presented approach to verification can also be
applied to effectful programs written in imperative style (see some of the on-line examples).

In this paper, we have argued in support of a style of program verification that puts emphasis
on requesting the programmer to formally explain in a literate fashion why the code he or
she implements actually meets its specification. Though external lemmas introduced during
a verification process can be discharged by formally proving them in ATS, doing so is often
expensive in terms of effort and time. One possibility is to characterize such lemmas into
different categories and then employ (external) specialized theorem-provers to prove them.
Another possibility for discharging lemmas, which we strongly advocate, is to go through a
peer-review process, which mimics the practice of (informally) verifying mathematical proofs.
Obviously, the precondition for such an approach is that the lemmas to be verified can be
expressed in a format that is easily accessible to a (trained) human being. This is where the
programmer-centric verification as is presented in this paper can fit very well.
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A Example: Quicksort on Generic Lists

We give a standard implementation of quicksort on generic lists in Figure 7. The reason that
we use lists instead of arrays is solely for simplifying the presentation. As far as verification
is concerned, there is really not much difference between lists and arrays. Note that we have
already made various verification examples available on-line that involve arrays.

fun{a:type}

qsrt {n:nat}

(xs: list (a, n), lte: lte a) : list (a, n) =

case+ xs of // case+ indicates to the compiler that the pattern match must be exhaustive.

| list_cons (x, xs) => part (x, xs, lte, list_nil (), list_nil ())

| list_nil () => list_nil ()

and part {p:nat} {q,r:nat} (

x0: a, xs: list (a, p), lte: lte(a), ys: list (a, q), zs: list (a, r)

) : list (a, p+q+r+1) =

case+ xs of

| list_cons (x, xs) =>

if lte (x, x0) then

part (x0, xs, lte, list_cons (x, ys), zs)

else

part (x0, xs, lte, ys, list_cons (x, zs))

// end of [if]

| list_nil () => let

val ys = qsrt (ys, lte) and zs = qsrt (zs, lte)

in

append (ys, list_cons (x0, zs))

end // end of [list_nil]

Figure 7: A standard implementation of quicksort on generic list

The implementation in Figure 7 guarantees based on the types that the output list is of the
same length as the input list. We also give a verified implementation of quicksort in Figure 8
that guarantees based on the types that the output list is a sorted permutation of the input
list. The verified implementation is essentially obtained from the process to explain why the
function qsrt in Figure 7 always returns a list that is the sorted version of the input list.

We now explain that the verified implementation of quicksort can be trusted. The function
append in the implementation is given the following type:

∀a : type.∀xs1 : ilist .∀xs2 : ilist .
(glist(a, xs1),glist(a, xs2))→
∃res : ilist .(APPEND(xs1, xs2, res) | glist(a, res))

where APPEND is an abstract prop. Given lists xs1, xs2, and res, the intended meaning of
APPEND(xs1, xs2, res) is obvious: it states that the concatenation of xs1 and xs2 is res.
Both LB and UB are introduced as abstract props: LB(x, xs)/UB(x, xs) means that x is a
lower/upper bound for the elements in xs. Another introduced abstract prop is UNION4:
Given x, xs, ys, zs, and res, UNION4(x, xs, ys, zs, res) means that the following equation
holds

|res| = {x} ∪ |xs| ∪ |ys| ∪ |zs|
where | · | turns an integer list into a multiset. The external lemmas used in Figure 8 are listed
in Figure 9 with corresponding explanation.
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fun{a:type}

qsrt {xs:ilist} (

xs: glist (a, xs), lte: lte a

) : [ys:ilist] (SORT (xs, ys) | glist (a, ys)) =

case+ xs of

| glist_cons (x, xs) => let

val (pford, pfuni | res) =

part (UB_nil (), LB_nil () | x, xs, lte, nil (), nil ())

prval pfperm = UNION4_perm (pfuni)

in

(ORDPERM2SORT (pford, pfperm) | res)

end

| glist_nil () => (SORT_nil () | nil ())

and part

{x0:int} {xs:ilist} {ys,zs:ilist} (

pf1: UB (x0, ys), pf2: LB (x0, zs)

| x0: E (a, x0), xs: glist (a, xs), lte: lte(a)

, ys: glist (a, ys), zs: glist (a, zs)

) : [res:ilist] (

ORD (res), UNION4 (x0, xs, ys, zs, res) | glist (a, res)

) =

case+ xs of

| glist_cons (x, xs) =>

if lte (x, x0) then let

prval pf1 = UB_cons (pf1)

val (pford, pfuni | res) =

part (pf1, pf2 | x0, xs, lte, cons (x, ys), zs)

prval pfuni = UNION4_mov1 (pfuni)

in

(pford, pfuni | res)

end else let

prval pf2 = LB_cons (pf2)

val (pford, pfuni | res) =

part (pf1, pf2 | x0, xs, lte, ys, cons (x, zs))

prval pfuni = UNION4_mov2 (pfuni)

in

(pford, pfuni | res)

end // end of [if]

| glist_nil () => let

val (pfsrt1 | ys) = qsrt (ys, lte)

val (pfsrt2 | zs) = qsrt (zs, lte)

val (pfapp | res) = append (ys, cons (x0, zs))

prval pford1 = SORT2ORD (pfsrt1)

prval pford2 = SORT2ORD (pfsrt2)

prval pfperm1 = SORT2PERM (pfsrt1)

prval pfperm2 = SORT2PERM (pfsrt2)

prval pf1 = UB_perm (pfperm1, pf1)

prval pf2 = LB_perm (pfperm2, pf2)

prval pford = APPEND_ord (pf1, pf2, pford1, pford2, pfapp)

prval pfuni = APPEND_union4 (pfperm1, pfperm2, pfapp)

in

(pford, pfuni | res)

end // end of [glist_nil]

// end of [part]

Figure 8: A verified implementation of quicksort
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LB nil : ∀x : int . ()→ LB(x ,nil)
- Each integer is a lower bound for the empty list.

UB nil : ∀x : int . ()→ UB(x ,nil)
- Each integer is an upper bound for the empty list.

LB cons : ∀x0 : int .∀x : int .∀xs : ilist . x0 ≤ x ⊃
LB(x0, xs)→ LB(x0, cons(x, xs))

- If x0 ≤ x holds and x0 is a lower bound for xs, then x0 is also a lower bound for
cons(x, xs).

UB cons : ∀x0 : int .∀x : int .∀xs : ilist . x0 ≥ x ⊃
UB(x0, xs)→ UB(x0, cons(x, xs))

- If x0 ≥ x holds and x0 is an upper bound for xs, then x0 is also an upper bound for
cons(x, xs).

LB perm : ∀x : int .∀xs1 : ilist .∀xs2 : ilist .
(PERM(xs1, xs2),LB(x, xs1))→ LB(x, xs2)

- If x is a lower bound for xs1 and xs1 is a permutation of xs2, then x is also a lower
bound for xs2.

UB perm : ∀x : int .∀xs1 : ilist .∀xs2 : ilist .
(PERM(xs1, xs2),UB(x, xs1))→ UB(x, xs2)

- If x is an upper bound for xs1 and xs1 is a permutation of xs2, then x is also a
upper bound for xs2.

UNION4 perm : ∀x : int .∀xs : ilist .∀res : ilist .
UNION4(x, xs, nil, nil, res)→ PERM(cons(x, xs), res)

- If |res| = {x} ∪ |xs|, then res is a permutation of cons(x, xs).

UNION4 mov1 : ∀x0 : int .∀x : int .∀xs : ilist .∀ys : ilist .∀zs : ilist .∀res : ilist .
UNION4(x0, xs, cons(x, ys), zs, res)→
UNION4(x0, cons(x, xs), ys, zs, res)

- If |res| = {x0}∪|xs|∪|cons(x, ys)|∪|zs|, then |res| = {x0}∪|cons(x, xs)|∪|ys|∪|zs|.
UNION4 mov2 : ∀x0 : int .∀x : int .∀xs : ilist .∀ys : ilist .∀zs : ilist .∀res : ilist .

UNION4(x0, xs, ys, cons(x, zs), res)→
UNION4(x0, cons(x, xs), ys, zs, res)

- If |res| = {x0}∪|xs|∪|ys|∪|cons(x, zs)|, then |res| = {x0}∪|cons(x, xs)|∪|ys|∪|zs|.
APPEND ord : ∀x : int .∀ys : ilist .∀zs : ilist .∀res : ilist .

(UB(x, ys),LB(x, zs),ORD(ys),ORD(zs),
APPEND(ys, cons(x, zs), res))→ ORD(res)

- If x is an upper bound for ys and a lower bound for zs, both ys and zs are ordered
and res is the concatenation of ys and cons(x, zs), then res is ordered.

APPEND union4 : ∀x : int .∀ys : ilist .∀ys1 : ilist .∀zs : ilist .∀zs1 : ilist .∀res : ilist .
(PERM(ys, ys1),PERM(zs, zs1),
APPEND(ys1, cons(x, zs1), res))→
UNION4(x, nil, ys, zs, res)

- If ys1 is a permutation of ys, zs1 is a permutation of zs and res is the concatenation
of ys1 and cons(x, zs1), then |res| = {x} ∪ |ys| ∪ |zs|.

Figure 9: Some external lemmas needed for verifying quicksort
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